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Abstract

When a transmission network is congested, localized demand shocks change electricity prices
at every node. Whether and how those price changes affect local wages and welfare depends
on how firms and households adjust their electricity consumption, which in turn reshapes the
dispatch and the prices themselves. This paper defines a power-flow general equilibrium (PFGE)
that embeds the KKT conditions of a DC optimal power flow inside a general equilibrium model
with production and factor markets, so that locational marginal prices, firm output, wages, and
household income emerge as a fixed point. Because the OPF is solved endogenously, rather than
fed observed nodal prices from an ISO, the model supports counterfactual policy analysis: a new
load re-optimizes dispatch, shifts which lines bind, and changes prices throughout the network.
We prove existence via Brouwer’s theorem. The main analytical result is a decomposition:
the standard CGE commits a spatial averaging error proportional to congestion rents, and the
standalone OPF commits a demand rigidity error proportional to the price elasticity of electricity
demand. Both models coincide with the PFGE if and only if a congestion-elasticity interaction
term I; is zero at every node. A three-bus illustration calibrated loosely to the PJM data center
problem confirms that both error channels are quantitatively nontrivial and that the standalone

OPF substantially overstates the cost of a new load when demand response is ignored.
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1 Introduction

After roughly fifteen years of flat consumption, total U.S. power demand is projected to reach
record levels in 2025 and 2026, driven in large part by data centers serving artificial intelligence
workloads (Lawrence Berkeley National Laboratory}, |2024). These loads are geographically concen-
trated: Northern Virginia alone hosts roughly 300 data centers, and they are entering the grid at
specific nodes. Hyperscalers in particular draw power at scales comparable to the peak demand of
mid-sized cities. In PJM, data centers accounted for an estimated $9.3 billion price increase in the
2025-26 capacity market (Pew Research Center, |2025). The economic consequences of these loads
depend fundamentally on where they connect to the transmission network. A data center at an
uncongested node may have negligible price effects; the same facility at a transmission-constrained
node can double the local electricity price, with cascading effects on firm costs, wages, and house-
hold welfare. Asking what happens when a 200 MW data center connects at node X requires a
model that solves for nodal prices endogenously: the new load changes the dispatch, potentially
tips a line into congestion, and reshapes every price on the network, and those price changes feed

back through the economy.

Two modeling traditions address electricity market shocks, but each captures only half of the
problem. The computable general equilibrium (CGE) tradition represents the economy with de-
tailed production and consumption decisions, but treats electricity as a single commodity cleared
at one price (Wing, 2006). It does not distinguish between a data center at a congested node and
one at an uncongested node. Either of these scenarios produces the same system-wide average price
effect. On the other hand, the power systems tradition uses optimal power flow (OPF) to determine
spatially differentiated locational marginal prices (LMPs), but typically takes electricity demand
as given (Schweppe et al., [1988)). OPFs cannot tell us how firms restructure production, how wages
adjust, or how households bear the cost of transmission congestion. This paper integrates the two.
We prove that the integrated equilibrium exists and formally characterize what each standalone
model misses compared to the integrated approach. Calibrated policy analysis using CES produc-

tion and real network data is the subject of ongoing work.

We replace the single electricity market-clearing condition in a standard CGE with the full set
of KKT optimality conditions from a DC optimal power flow. The result is a model in which
several factors occur simultaneously: electricity prices are determined by the physics of power flow
on a transmission network; firms and households at each node respond to their local nodal price;
these responses change the pattern of loads; and the changed loads feed back into the power flow
and prices. We call the resulting fixed point a power-flow general equilibrium (PFGE). A simpler
approach would feed observed LMPs from an ISO into a CGE as exogenous nodal prices. However,
observed prices reflect the current dispatch and cannot capture how a new load would reshape

congestion and nodal prices across the network under counterfactual conditions.



Integrating the CGE with OPF builds upon |Bohringer and Rutherford (2008), who demonstrated
that a CGE written as a mixed complementarity problem can absorb the optimality conditions of
a bottom-up energy sector mode]ﬂ This paper applies their framework to a bottom-up model: a
direct current optimal power flow (DC-OPF) on a transmission network, whose KKT conditions
include nodal power balance (with dual variables that are the LMPs) and transmission flow limits
(with dual variables that are congestion rents). These constraints have no analog in the stylized

energy sector models used in prior bottom-up/top-down integrations.

The resulting PFGE shares a mathematical structure with the generalized competitive equilib-
rium (GCE) recently proposed by (Gu and Qin| (2025]), who study the closed-loop feedback between
LMPs and spatially flexible loads. Gu and Qin model electric vehicles choosing charging locations
and data centers allocating workloads across sites, and the fixed point in both models is the same
object: LMPs determine load decisions, and load decisions feed back into LMPs. The critical dif-
ference is in what constitutes the demand side. In|Gu and Qin|(2025), demand response arises from
load relocation, where a data center shifts workload from one node to another, typically with total
load fixed. In this paper’s model, demand response arises from production decisions: firms facing
higher nodal electricity prices may use less electricity, produce less output, and pay lower wages,

all while household income falls.

The PFGE is not specific to the Cobb-Douglas economy used in this paper; any CGE can be
coupled to any DC-OPF by replacing the electricity market-clearing condition with the OPF’s
KKT conditions, provided the resulting demand mapping satisfies the regularity conditions in Sec-

tion [ This paper uses Cobb-Douglas for analytical transparency.

We define a congestion-elasticity interaction term 7Z; at each node—the product of the congestion-
induced price change and the local demand elasticity—and show that both standalone models
coincide with the PFGE if and only if Z; = 0 for all ¢ (Section [§). For the data center problem
motivating this paper, both conditions for Z; # 0 are met. Prior to the decomposition, we define the
PFGE and prove existence via Brouwer’s fixed point theorem (Section . We then illustrate the
approach with a three-bus network calibrated loosely to the PJM data center problem (Section .
The example is meant to confirm that the theoretical error channels show up in a computable

model, not to generate policy-relevant magnitudes (at this stage).

'A standard CGE solves as a square system of excess demand equations, one market-clearing condition per
commodity, each set to zero. This format cannot accommodate the inequality constraints of the OPF (line flow
limits, generator capacity bounds), because whether these constraints bind is itself an equilibrium outcome. The
mixed complementarity problem format pairs each inequality constraint with a non-negative dual variable that is
positive only when the constraint binds, while retaining equalities for market clearing. The KKT conditions of the
DC-OPF take exactly this form: complementary slackness on the line flow limits produces the congestion rents that
differentiate nodal prices. The MCP is therefore the minimal format in which the integration can be expressed.



2 Related Literature

There is a well-developed literature that integrates detailed representations of the energy sector
with general equilibrium frameworks. Earlier work has embedded merit-order dispatch (Bohringer
and Rutherford) 2008)), technology-rich electricity generation structures (Lanz and Rauschl 2011])),
and stylized energy supply systems (Messner and Schrattenholzer, |2000) within computable gen-
eral equilibrium (CGE) environments. These approaches typically proceed either through “hard-
linking,” in which the optimality conditions of a bottom-up energy model are incorporated directly
into a mixed complementarity formulation, or through “soft-linking,” in which separate energy and

macroeconomic models are iteratively reconciled.

This paper builds on this tradition but embeds a transmission network rather than an aggre-
gate electricity sector. Rather than representing electricity as a single sector cleared at a uniform
market price, this paper introduces a transmission network and a DC optimal power flow (OPF)
problem. As a result, the electricity prices that enter production and household decisions are
spatially differentiated nodal prices determined by network-constrained dispatch. The integrated

system endogenizes congestion and spatial price dispersion within general equilibrium.

2.1 Bottom-Up/Top-Down Integration in Energy-Economic Modeling

The integration of bottom-up energy system models with top-down CGE frameworks has long posed
conceptual and computational challenges. |Bohringer and Rutherford (2008) demonstrate that the
complementarity problem (CP) format provides a natural vehicle for “hard-linking” a technology-
rich energy model with a CGE. In this approach, the aggregate energy sector is replaced by the
Karush-Kuhn—Tucker (KKT) conditions of the bottom-up optimization problem, and the combined
system is solved as a mixed complementarity problem (MCP). Subsequent contributions extend and
apply this methodology in various contexts (Bohringer and Rutherford, 2009; Lanz and Rausch,
2011)). In parallel, a soft-linking tradition achieves similar integration through iterative exchange
of quantities and prices between standalone models (Messner and Schrattenholzer, 2000; Krook-
Riekkola et al.l 2017; Fortes et al., 2014)). Surveys such as Wing| (2006) and Hourcade et al.| (2006])

document the broader development of hybrid modeling approaches.

This paper applies the complementarity-based integration strategy to a setting that differs in one
key respect from the existing applications. Previous hard-linked and soft-linked implementations
employ aggregate representations of electricity supply, such as merit-order dispatch, sectoral supply
functions, or vintage-capital models of generation technologies. Transmission constraints are not
modeled explicitly, and electricity is typically treated as a homogeneous commodity cleared at a
single price. By contrast, this paper replaces the aggregate electricity sector with a DC optimal
power flow defined over a transmission network. The KKT conditions incorporated into the CGE

therefore include network feasibility constraints and generate locational marginal prices.



Related work by Sue Wing and Rose (2020)) analyzes the general equilibrium implications of elec-
tricity infrastructure disruptions and advocates soft-linking OPF-based curtailment scenarios with
a CGE framework. However, in that setting the economic model continues to operate with a sin-
gle electricity price and does not embed the transmission network directly within the equilibrium
system. This paper instead treats network-constrained dispatch and nodal pricing as endogenous
components of general equilibrium. The technical integration step parallels earlier complementarity-
based approaches, while the economic content reflects the introduction of spatial pricing and con-

gestion within the equilibrium structure.

2.2 Competitive Equilibrium in Electricity Markets

The foundational paper is Schweppe et al. (1988): the shadow prices (LMPs) from the centralized
OPF are the competitive equilibrium prices of a spatially differentiated electricity market. This
means the OPF is not merely an engineering optimization but a market equilibrium condition,
determining the prices at which decentralized generators and loads would clear the market, subject

to network constraints. |Caramanis et al.| (1982) established the theory of optimal spot pricing.

Subsequent work has formalized and extended this result in partial equilibrium. Hobbs| (2001))
developed spatial oligopoly models on electricity networks using linear complementarity. [Hogan
(1992) laid out the intellectual framework for transmission rights and nodal pricing that became
the basis for U.S. wholesale electricity market design. The market design literature is vast (see
Joskow, 2008} Wilson, 2002, for surveys), but the integration of LMPs with general equilibrium
production and factor markets has not, to our knowledge, been pursued. All existing equilib-
rium analyses of electricity markets are partial equilibrium: they solve for generation, prices, and
(in some cases) elastic demand, but do not model how the resulting nodal prices feed into firm

production, wages, household income, or welfare.

2.3 Spatially Flexible Loads and the LMP-Demand Feedback

The closest antecedent is (Gu and Qin| (2025)), who define a generalized competitive equilibrium
(GCE) for the feedback between LMPs and spatially flexible loads. They establish existence,
uniqueness, and efficiency on NYISO. The relationship to this paper is discussed in the intro-
duction; the key distinction is that their demand side models load relocation while this paper
models production responses. Related partial-equilibrium work includes |Alizadeh et al.| (2016) on
EV charging, Wei et al.| (2018) on coupled network equilibrium, and |Zhang et al. (2020)); |[Zhang and
Zavala (2022); Dvorkin| (2025) on data center flexibility. None embeds the grid-load interaction in

a production economy.



2.4 Spatial Equilibrium and Data Center Impacts

The PFGE has structural parallels with spatial equilibrium models in trade and economic geog-
raphy. [Fajgelbaum and Schaal (2020) solve for optimal transport networks in spatial equilibrium,
where congestion on links feeds back into the spatial distribution of activity. |Allen and Arkolakis
(2014) and Redding and Rossi-Hansberg (2017) provide general frameworks and surveys. The key
difference is that power flow obeys Kirchhoff’s laws, not shortest-path routing: electricity distributes
across all parallel paths according to impedance, so congestion and nodal prices are determined by

physics rather than shipper choices.

The empirical motivation comes from the rapid growth of data center loads. U.S. data center
electricity consumption reached 4.4% of total electricity in 2023 and is projected to reach 6.7-12%
by 2028 (Lawrence Berkeley National Laboratory, 2024). In PJM, data center interconnection re-
quests have driven capacity market price increases of $9.3 billion, with residential bill impacts of
$16-18/month depending on location (Pew Research Center, 2025). [Union of Concerned Scientists
(2025)) found that utilities assigned $4.3 billion in connection costs to residential customers across
seven mid-Atlantic states in 2024 alone, and Ricks et al.| (2025]) estimates electricity bills could rise
8% mnationally and over 25% in northern Virginia by 2030. These impacts are inherently spatial,
depending on where the load connects relative to generation and transmission constraints, yet no

existing framework determines nodal prices and local economic consequences together.

3 Model

3.1 Network and DC-OPF

The transmission network consists of IV buses and M lines. We assume the network is connected
(every bus is reachable from every other bus via some sequence of lines) and that one bus is desig-
nated as the reference bus. Bus i has a generator with capacity G, linear cost ¢; > 0, and quadratic
cost coefficient ¢; > 0. Line ¢ has thermal limit F;, and susceptance B; > 0, connecting sending
bus s(¢) to receiving bus r(£). The bus-line incidence matrix A € RV*M has A,y = +1 if i = s(¢),
Ayy=—1if i =r(¢), and 0 otherwise.



In the DC power flow approximation, the flow on line £ is fy = By(05) — 0,(¢)), where 0; is the

voltage angle at bus ¢ with one designated reference bus fixed at § = 0. Given a vector of loads

d = (dy,...,dn), the system operator solves the DC optimal power flow:
: a4 Lo g2
min zl: (cigi + Saig?) (1)
s.t. g — di = ZAM Bg(@s(g) - 97,(@)) Vi ()\z) (2)
l
— Fy < By(Os0) — Op0)) < Fr VL (ks fie) (3)
0<g <G Vi (v, Vi) (4)
eref =0 (5)

where the Greek letters in parentheses denote dual variables. The quadratic cost term ensures

strict convexity and unique dual solutions.

Definition 1 (Locational Marginal Prices). The locational marginal price (LMP) at bus i is
Ai, the shadow price on the power balance constraint (Schweppe et al., |1988). It equals the

marginal cost of serving one additional MW of load at bus i.

We write the solution mapping compactly as A = A(d) (following the notation of (Gu and Qin
(2025)), where A : RY — RY maps a load vector to its LMP vector. With ¢; > 0 and the network
connected, the QP has a unique primal solution (g*, 8*) and a unique dual solution for every feasible
d, so A is well-defined. Moreover, the solution of a parametric strictly convex QP is a continuous,

piecewise affine function of the right-hand side, so A is continuous and piecewise smooth.

Remark 1 (When congestion creates price divergence). Following |[Hogan| (1992), consider two
buses connected by a single line with capacity F. The KKT condition for the flow variable gives
Ay — A1 = i — . When the line is uncongested (i = p = 0), prices are equal. When the line
binds (. > 0), the import-constrained node has a higher price: Ao > \1. The price wedge is what
Hogan| (1992) calls the congestion rent, the shadow value of transmission capacity. In a general

network, congestion on any line creates price divergence across all buses connected by that line.

Remark 2 (LMPs as competitive equilibrium prices). The foundational result of |Schweppe et al.
(1988) is that the LMPs \; from the centralized OPF are also the prices that would clear a competi-
tive, spatially differentiated electricity market. We can therefore treat the OPF not as an engineering
optimization but as a market equilibrium condition. The step this paper takes is to use the OPF as
the electricity market-clearing condition of a general equilibrium model, replacing the single-price

clearing condition in a standard CGE with the full spatial price vector from the OPF.

3.2 Economy at Each Node

At each bus i there is a representative firm and a representative household.



3.2.1 Firms

The firm at bus ¢ produces a tradeable good Y; using capital K;, labor L;, and electricity E; with
a Cobb-Douglas technology:

Y, = AKPLPEY,  a+ B4y <1, (6)

where A; is total factor productivity, «, 3,7y > 0 are factor shares, and the inequality allows for

decreasing returnsﬂ (or normalizes profits). The framework permits all parameters to vary by node.

In a calibrated model, a zone dominated by data centers and heavy manufacturing would have
a high electricity share ~;, making its firms highly sensitive to LMP changes; a zone of office parks
and retail would have a low ~; and respond minimally. Similarly, the household electricity ex-
penditure share o; can reflect differences in climate, housing stock, or retail rate structure across
regions. The endowments K; and L; would capture variation in the size and capital intensity of lo-
cal economies. In the illustration below we set all structural parameters equal across buses (writing
a, B, without subscripts) to isolate the effect of network congestion from differences in economic

structure.

The tradeable good has price p (which we normalize to 1). The firm takes its nodal electricity
price \; and local wage w; as given. Capital is fixed at each node and labor is immobile, so the
model represents a medium-run equilibrium: firms have adjusted their input mix in response to
persistent LMPs, but have not relocated and capital has not been redeployed. The LMPs in this
model represent the steady-state dispatch pattern that would prevail after a structural load change,
not the real-time prices at a single five-minute interval; firms and households are assumed to have
adjusted to these persistent price signals. This is the “clay” phase in a putty-clay framework. The

firm chooses L; and F; to maximize profit:

B
LTE%?O AZK{ILZ E;y - wlLl - )\ZEZ (7)

The first-order conditions are:

Y;
ﬁf = Wy (8)
Y;

2The strict inequality a4+ 8+ < 1 implies decreasing returns to scale and positive pure profit (1—a—38—7)Y; at
each node. This residual can be interpreted as the return to a fixed factor—such as land, local permits, or firm-specific
organizational capital—that pins down firm scale. With constant returns (a+ 8+ v = 1), profits are zero by Euler’s
theorem but firm scale is indeterminate, requiring either an explicit fixed factor or a free-entry condition to close the
model. We maintain decreasing returns throughout, which is standard in applied general equilibrium models with
representative firms at fixed locations, and assign the residual profit to the representative household.



From @D, firm electricity demand is F; = vY;/\;. Substituting back into @ and solving:

1
A, KoL\
E;, = <7>\H> , (10)

This is the firm’s electricity demand as a function of the LMP \;, with elasticity —1/(1 — )
with respect to the nodal price. A higher electricity share v implies more elastic demand, which

matters for the decomposition in Section

3.2.2 Households

The representative household at bus i supplies labor L; inelastically, owns the local capital stock
and firm, and receives all non-electricity factor income: wages w;L;, capital income aY;, and pure
profit (1 — a — B — v)Y;. Total household income is therefore (1 — v)Y;, everything except the
electricity factor payment. The household consumes the tradeable good C; and electricity El'. We
use a simple expenditure-share formulation: the household spends a fixed fraction o; of income on
electricity:

o ke ) Y (11)

Ai

7

Remark 3. The expenditure-share specification can be derived from a Cobb-Douglas utility function
U, = Cil_a"(Eih)"i over the household’s total income (1 — ~)Y;. We wuse this simple form for

transparency; the framework accommodates CES or other preferences.

3.2.3 Labor Market

Labor is immobile across buses (we relax this in extensions). The labor market clears at each node:
L; = L;. The wage w; adjusts to clear:
Y;
N 12

so wages at each node are proportional to output per worker.

Generator and transmission revenue. The model does not close the income side of the elec-
tricity sector. Firm electricity payments 7Y; and household electricity expenditures o;(1 — v)Y;
flow to generators and transmission owners, but generator profits ( %qigf at interior solutions) and
congestion rents (>, fieFy) are not distributed to any household. The tradeable good market clears
implicitly through external trade at p = 1. Closing this loop requires specifying ownership of gen-
eration and transmission assets across nodes: which generators are owned by which households,
and how congestion rents (financial transmission rights in practice) are allocated. This is a natural
extension but not needed for the current results, which focus on the demand-side feedback between
LMPs and economic activity. The key consequence is that welfare comparisons in this model cap-
ture changes in non-electricity income (1 — )Y; but not changes in electricity-sector income that

might accrue to local households.



3.3 Total Load and the Demand Mapping

Total electrical load at bus ¢ is the sum of firm demand, household demand, and any exogenous

load (such as a data center) D;:

Critically, d; is a function of the LMP J\;, and through the OPF, the LMP at bus ¢ depends on
the system-wide load vector, so that changes in demand at any bus can affect prices throughout

the network. This is the source of the fixed-point problem. Using the closed forms:

1
A KPP\ (1= 9) Y\

data center

household
firm

We write this as a vector mapping d = ®(X), where &; = (A;, K;, L;, s, Bi, Vi, 04, D;) collects the
structural parameters at node ¢. Note that the household term is not simply a downward-sloping
demand curve divided by price: Y;();) in the numerator itself decreases in \; (since higher electricity
prices reduce firm output), so household electricity demand responds through both a direct price
channel and an indirect income channel. Both work in the same direction, making d;(\;) steeper
than the firm demand function alone would suggest, and strengthening Assumption (b) The i-th
component of ® depends only on \; (since labor is immobile and goods trade at a common price).
This separability is a simplifying feature of the current setup; with labor mobility, & would be a

full system.

Remark 4 (Connection to Bohringer and Rutherford| (2008))). The integration strategy, replacing
an aggregate market-clearing condition with the KK'T conditions of an optimization problem, is the
hard-linking methodology of |Bohringer and Rutherford (2008). We apply it to a bottom-up model
they did not consider: a DC-OPF on a transmission network. The KKT system that enters the
CGE therefore includes nodal power balance (with duals \;, the LMPs) and transmission flow limits
(with duals g, the congestion rents), giving the integrated model a spatial structure that is absent

from prior hybrid energy-economy formulations.

4 Integrated Equilibrium

4.1 Definition

Definition 2 (Power-Flow General Equilibrium). A power-flow general equilibrium (PFGE)
is a pair (d*, X*) such that:

1. Power flow feasibility and optimality: X\* = A(d*), i.e., the LMPs are the shadow prices
of the DC-OPF evaluated at loads d*.

10



2. Economic optimality: d* = ®(X\*), i.e., the loads are consistent with profit- and utility-
mazximizing behavior at prices A*.

Equivalently, d* is a fixed point of the composed mapping ® o A:

d* = B(A(d")). (15)

DC-OPF
dispatch + nodal prices

d (loads) A (LMPs)

Economy
firm + household demands

Figure 1: Fixed-point structure of the PFGE.

4.2 Existence

Assumption 1. For each i, the demand function ®;(N\;) is:
(a) Continuous on (0,00),
(b) Strictly decreasing in \;,

(¢) Bounded above for LMPs in the range of A: there exists Amin > 0 such that A(d) € [Amin, 00)™
for all d € D (since all ¢; > 0 and positive demand requires at least one generator operating
at positive marginal cost), and ®;(\;) < d; < oo for all \; > Amin (implied by finite K;, L;,
and vy <1),

(d) Positive: ®;(\;) > 0 for all \j < oo (the exogenous load D; > 0 suffices).

Assumption 2. The OPF is feasible for all load vectors in D = [[;[D;,d;]. (This requires not only
that aggregate capacity is sufficient, . G; > > d;, but also that no bus’s demand exceeds its local

generation plus import capacity under the transmission constraints.)

Proposition 1 (Existence of PFGE). Under Assumptions @ a power-flow general equilibrium
exists.

Proof. Consider the compact, convex set D = HZ]\L 1[Di, di] (loads are bounded between the exoge-

nous component and an upper bound).

The composed mapping o A: D — Rﬂ\r] has the following properties:

11



1. A is continuous on D and maps into (0, 00)™: with ¢; > 0, the OPF objective is strictly convex
in g, so the optimal generation vector g* is unique for every feasible d. Because the network
is connected and the reference bus angle is fixed, the susceptance-weighted Laplacian of the
reduced network is nonsingular, so the voltage angles 8* are uniquely determined by g* and
d via the power balance equations . The full primal solution (g*,8%) is therefore unique.
Uniqueness of the primal, together with the fact that the constraints are linear (so the linear
independence constraint qualification holds generically), implies that the dual solution—and
in particular the LMP vector A*—is unique. Moreover, the optimal primal and dual solutions
of a parametric strictly convex QP with linear constraints are continuous functions of the
right-hand side parameters. This is a standard result in parametric quadratic programming
and eliminates the degeneracy issues that arise in the LP case, where multiple optimal dual
solutions can exist at transitions between congestion regimes. Finally, A(d) € (0,00)" for all
d € D: since d; > D; > 0 and all ¢; > 0, at least one generator operates at positive output,

and no bus with positive demand can have a zero LMP.

2. ® is continuous: each ®; is a continuous function of A\; on (0,00) by construction of the

Cobb-Douglas demand functions.

3. ® o A maps D into D: since ®;()\;) > D; > 0 (Assumption d)) and ®;(\;) < d; (Assump-
tion [If(c)), the image is contained in D.

By Brouwer’s fixed point theorem, ® o A has a fixed point d* € D. O

Remark 5 (Uniqueness). We do not claim uniqueness in general. With the QP formulation, A
is continuous, eliminating the LP degeneracy concern. However, the composed mapping ® o A can
still have multiple fixed points if the demand response (®) is sufficiently strong relative to the LMP
sensitivity (A). Multiple equilibria could in principle arise near congestion boundaries, where one
additional MW of demand tips a line into congestion, causing a large increase in the local LMP,
which reduces demand, potentially decongesting the line. In our three-bus calibration, numerical
exploration from 20 random starting points converges to the same equilibrium (Section @, providing

strong evidence that the fized point is unique for this parameterization.

Remark 6 (Relationship to existence in |Gu and Qin| (2025)). |Gu and Qin (2025) prove existence
and uniqueness of their GCE under strict convexity of the FL preference function ®(x) (their
Corollary 1). Their uniqueness relies on the strict convezity of J(s) + C(g), where C is generation
cost and J is the FL value function. Our QP formulation ensures that C(g) = >_,(cigi + 3¢i9?) is
strictly convex in g, providing the same continuity of the price mapping A(d) that their framework
uses. The existence argument is analogous (both rely on continuity and compactness) but we use
Brouwer rather than an optimization-based characterization because our demand side does not arise

from a single convex program.

Remark 7 (Why Brouwer rather than Kakutani). If the OPF were a linear program (q; = 0),

the LMP mapping A could be set-valued at load vectors where the active set of binding constraints

12



changes, because LP duals need not be unique at degeneracy points. In that case, a fized-point
argument would require Kakutani’s theorem applied to an upper hemicontinuous, convex-valued
correspondence. The quadratic cost terms q; > 0 are introduced precisely to avoid this: they make the
OPF a strictly convex QP, which guarantees a unique, continuous (piecewise affine) dual solution
for every right-hand side vector. With A single-valued and continuous, Brouwer’s theorem applies
directly. The regularization cost is negligible in practice (q; = 0.01 adds only $3/MWh at 300 MW)

but is essential for the mathematical structure of the existence argument.

5 Decomposition: What Each Model Misses

In this section we formalize the claim that neither a standard CGE nor a standalone OPF correctly

captures the effects of a localized demand shock.

5.1 The Standard CGE Electricity Market

A standard CGE model represents electricity with a single market-clearing condition:

N N
D SiATEE) =Y (A7), (16)
i=1 i=1

where A°GF is a single, uniform electricity price and S; is the supply function at location i. There

is no transmission network, no congestion, and no spatial price differentiation.

Under the CGE approach, a data center entering at bus j with load D; shifts the right side of
by D; at every price level. The new equilibrium price NOGE" gatisfies:

37 SiACCE) = 3" d; (A + D (17)

The CGE predicts a uniform price increase ANCGE = \CGE" _ \CGE ¢ 4] nodes.

5.2 The Standalone OPF

The standalone OPF takes loads as given and solves for dispatch and prices:
AOPF — A(d° + Dje)), (18)

where d° is the baseline load vector and e; is the j-th standard basis vector. The OPF produces
nodal prices but does not account for the fact that loads at other buses change in response to the

new prices.

13



5.3 The Integrated Model

The PFGE produces (d*, A*) satisfying Definition |2l We can now characterize the errors of each

standalone approach.

Proposition 2 (CGE Averaging Error). Let A = Y. di\!/ >, d} be the load-weighted average LMP

[t ]
from the PFGE. If any line is congested in equilibrium (so that N} # A; for some i,7), then:
1. The CGE produces a single price \°CF that is assigned to all nodes. Because there is no

transmission network in the CGE, the spatial dispersion of LMPs collapses to a single value.

2. At congested import nodes (where X} > )\CGE), the CGE understates the electricity price, and

therefore overstates firm output, employment, and household welfare.

3. At cheap export nodes (where N} < \CGE) the CGE overstates the electricity price.

— ANCCE| which is bounded below by the conges-

The magnitude of the pricing error at node i is |\}
tion component of the LMP at that node whenever the CGE price lies between the minimum and
mazimum nodal prices.

Proof. The CGE clears the electricity market with a single price AGF satisfying > S;(ACGE) =
> di(/\CGE). Because aggregate supply is increasing and aggregate demand is decreasing, ACCGF
is pinned down by the intersection of the aggregate curves. This price lies between min; A} and
max; A}: a price below all nodal LMPs would imply aggregate demand exceeding what the network
can deliver, and a price above all nodal LMPs would imply excess supply. Since the CGE assigns
this single price to all nodes, it necessarily understates the price at any node where A} > ACGE and
overstates it where A} < ACGE At a congested import node where the CGE understates the price,
Y o< A /(=) (from equation [10[ and the output expression) implies the CGE overstates output,

and since w; = BY;/ L;, it overstates wages as well. ]

Proposition 3 (OPF Demand Rigidity Error). The standalone OPF predicts LMPs XOFF =
A(d® + Dje;), where d° is the pre-shock economic load. The PFGE produces X* = A(d*), where

df # dY + Dj1;—; because economic agents adjust.

At bus j (where the shock occurs):

&5 = d0+ Dj — AE;(\)) — AER(D), (19)

demand response

where AE; = Ej()\?) — E;(X}) is the reduction in firm electricity demand and AE]}-L is the reduction
i household electricity demand due to the higher LMP.

The OPF overstates total load at the congested node by AFE; + AEJ}-’ and consequently overstates
total generation cost, the LMP at the congested node (if demand response is large enough to affect

the congestion regime), and congestion rents.
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Proof. Since ®; is strictly decreasing in A; (Assumption (b)) and A7 > )\? when a large load
enters bus j and causes congestion, we have E;(\}) < Ej()\g) and Ejh()\;) < Ejh()\g) The result
follows. O

5.4 The Interaction Term

The key insight is that the errors are not independent. Define the congestion-elasticity inter-

action at bus 7 as:
od;

)
i lymx:

=N =\ x (20)
where )\? is the baseline equilibrium LMP at node i (i.e., the LMP from the PFGE without the
data center shock, D; = 0). This is the product of the congestion-induced price change and the

local demand elasticity.

If Z, = 0, either because there is no congestion (A = AY) or because demand is perfectly in-
elastic (9d;/0\; = 0), then both the CGE and the OPF coincide with the integrated model at node

1.

Corollary 1. The CGE and OPF produce identical predictions for economic quantities (output,
wages, welfare) to the PFGE if and only if Z; = 0 for all i, that is, when there is no congestion or
demand is perfectly inelastic. The “only if 7 holds generically: when Z; # 0, exact cancellation of
errors across nodes requires knife-edge parameter values. The integrated model is therefore a strict

generalization of both.

5.5 Applications of the Integrated PFGE Model

A utility commission or policy maker evaluating a 200 MW data center interconnection at a
transmission-constrained node needs to know the effect on electricity prices, wages, and household
income at that node. A standard OPF study can report the LMP impact but does not typically
produce wage or income effects. A standard CGE study can report economy-wide effects but lacks
the spatial resolution to distinguish this node from any other. The PFGE produces LMPs, firm
output, wages, and household welfare at the constrained node, accounting for the demand response

of existing firms and households to the higher local price.

Similarly, a transmission planning authority evaluating a line upgrade faces a similar gap. Re-
lieving congestion on line ¢ changes the LMP at every downstream node, but the welfare gain
depends not only on the price drop (which the OPF can compute) but on how much local pro-
duction expands in response and how much wages recover. Capturing the economic value of the
upgrade requires summing these responses across nodes, which in turn requires the full feedback

loop.
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Tax and subsidy design raises the same issue in a different form. If a state offers incentives to
attract a data center, the fiscal benefit depends on the jobs and output the facility generates, while
the fiscal cost includes both the tax expenditure and the welfare loss to existing firms and house-
holds from higher local electricity prices. Both sides of this ledger depend on the local LMP, which
in turn depends on the load being incentivized. The PFGE makes this circular dependence explicit

and computable.

PJM’s 2025-26 capacity auction cleared at prices nearly ten times the prior year, driven in large
part by data center load growth, with residential bill impacts that vary sharply by location (Pew
Research Center}, [2025). The policy questions are spatial, and the existing modeling tools largely

are not.

6 Computational Approach
We solve the fixed point d* = ®(A(d*)) by dampened iteration:

1. Initialize: Set d(©) by evaluating ® at a guess for LMPs (e.g., generator costs).
2. OPF step: Solve A% = A(d®)).

3. Economic step: Compute d¥) = &(AF),

4. Dampen: d* D) = §d® + (1 — §)d®, with § € (0,1).

5. Convergence: Stop when [|[d#*+D —d®)|, < e.

The dampening parameter  is necessary because the composed mapping can oscillate when the
demand response is strong relative to the LMP sensitivity. In our three-bus calibration, § = 0.3 and
€ = 0.001 MW yield convergence in 20-25 iterations. Diagnostics confirm that the converged fixed
point is independent of both § (tested at 6 € {0.1,0.2,0.3,0.5,0.7}, with maximum load deviation
of 0.006 MW) and the starting point (Section [8).

The DC-OPF at each iteration is a quadratic program, solvable in polynomial time. The eco-
nomic model has a closed-form solution for each node (equation ((10)). The computational cost
per iteration is therefore dominated by the QP solve, which is negligible for small networks and
scales to thousands of buses with standard solvers (SCS, CLARABEL, or commercial solvers such
as Gurobi).

7 Illustration: Three-Bus Network

Figure [2| illustrates the network topology of the 3-bus system. Bus 0 (“Generation Hub”) has

abundant cheap generation, analogous to western PJM. Bus 1 (“Data Center Alley”) has expensive
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local generation and imports via the constrained line, analogous to northern Virginia or eastern
PJM load centers. Bus 2 (“Rest of System”) is intermediate. The bottleneck is line 0 — 1 at 150
MW; the other two lines have ample capacity. The quadratic cost coefficients (¢; = 0.01, adding
only $3/MWh at 300 MW output) ensure unique LMPs at all load levels. Every bus has both a
generator and a local economy (firms and households). Total factor productivity at each node is
calibrated so that firm electricity demand is approximately 50-90 MW per node at uncongested
baseline LMPs, making the 200 MW data center shock large relative to existing load.

Bus 0
B Gen Hub
G = 1500 MW, ¢ = $30
b
O
e‘/@
Se,
800 MW 150 MW
Bus 2 W ( Bus 1
Rest of System DC Alley
_ 400 MW =
G =600 MW, ¢ = $45J LG =300 MW, ¢ = $80

Figure 2: Three-bus network. Red line is the congested corridor. Every bus has both a generator
and a local economy.

The central calibration uses 7 = 0.08 (electricity share), & = 0.30 (capital share), 5 = 0.45 (la-
bor share), and o = 0.04 (household electricity expenditure share). The electricity share v = 0.08
implies a firm electricity demand elasticity of —1/(1 — ) = —1.09. This is the Cobb-Douglas

elasticity; we discuss the implications and present sensitivity analysis below.

The shock is entry of a 200 MW data center at Bus 1, modeled as perfectly inelastic load D, = 200.
Table [1| reports the state of each bus before and after the shock in the integrated model.
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Table 1: Bus-Level Calibration and Integrated Equilibrium Results

Bus 0 (Gen Hub)

Bus 1 (DC Alley)

Bus 2 (Rest)

Network
Gen. capacity (MW) 1,500
Marginal cost ($/MWh) 30
Economy
Capital K; 500
Labor L; 200
Baseline (no data center)
LMP ($/MWh) 33.14
Firm electricity (MW) 89.7
HH electricity (MW) 41.3
Total load (MW) 131.1
Output ($/hr) 37,176
Wage ($/hr) 83.65
Integrated equilibrium (200 MW DC at Bus 1)
LMP ($/MWh) 33.38
Firm electricity (MW) 89.0
HH electricity (MW) 41.0
Data center (MW) —
Total load (MW) 130.1
Output ($/hr) 37,153
Wage ($/hr) 83.60

300
80

300
120

33.14
53.8
24.8
78.5

22,306

83.65

58.77
28.9
13.3

200.0
242.1
21,222
79.58

600
45

400
160

33.14
71.8
33.0

104.8

29,741

83.65

46.07
50.2
23.1

73.3
28,901
81.28

18



Table 2: Comparison of Three Modeling Approaches (y = 0.08)
Baseline OPF Only Integrated

LMPs ($/MWh)

Bus 0 (Gen Hub) 33.14 33.03 33.38

Bus 1 (DC Alley) 33.14 61.21 58.77

Bus 2 (Rest of System) 33.14 47.12 46.08
Load (MW)

Bus 1 total 78.5 278.5 242.2

Bus 1 firm elec. 53.8 53.8 28.9

Bus 1 household elec. 24.8 24.8 13.3
System cost ($/hr)

Total generation cost 9,925 19,289 15,606

A from baseline — 49,365 45,681
Bus 1 economy

Firm output ($/hr) 22,306 22,306 21,222

Wage ($/hr) 83.65 83.65 79.58

HH income ($/hr) 20,521 20,521 19,524

Table [2|illustrates the error channels identified in Section [5|at the central calibration (y = 0.08).
The specific numbers are artifacts of the calibration; what matters is that the theoretical errors

show up and are quantitatively nontrivial.

The OPF demand rigidity error is visible in the cost comparison. The OPF, which holds all
non-DC loads fixed, predicts the data center adds $9,365/hr in generation costs. But firms and
households facing higher LMPs cut their electricity consumption (firm demand at Bus 1 drops from
53.8 to 28.9 MW), so the actual cost increase is $5,681/hr, about 40% less than the OPF predicts.
This is the interaction term Z; at work: congestion raises the Bus 1 LMP by $25.63/MWh, and

elastic demand absorbs part of the shock.

The CGE averaging error is visible in the price comparison. The load-weighted average LMP
hides a $25/MWh gap between Bus 1 and Bus 0. Any analysis based on a single electricity price,
whether from a CGE or from a back-of-envelope calculation, would spread this cost increase across
all nodes. The firm output decline at Bus 1 (4.9%) and the corresponding wage decline would be
invisible, averaged into a system-wide number that understates the impact where the data center

sits and overstates it everywhere else.

The integrated model simply reports both effects simultaneously, because it solves both prob-
lems in a single fixed point. There is no additional modeling effort beyond specifying the coupling;:
the OPF and the economic model are black boxes to each other, connected only through the load

and price vectors.
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7.1 Sensitivity to the Electricity Share ~

The electricity share v governs both the relative importance of electricity in production and the
firm’s demand elasticity (—1/(1 — «) under Cobb-Douglas). Table 3| reports results across v €
[0.05,0.25].

Table 3: Sensitivity Analysis: Effect of v on Key Results
vy eg  ACost OPF  ACost Int. OPF Ovst. AOutput DR (MW)

0.05 —1.05 $10,044 $5,874 +71%  —2.9% 41.8
0.08 —1.09 $9,365 $5,681 +65%  —4.9% 36.4
0.10 —1.11 $9,129 $5,598 +63%  —6.2% 34.8
0.15 —1.18 $8,803 $5,432 +62%  —9.7% 32.9
020 —1.25 $8,631 $5,284 +63%  —13.5% 32.5
0.25 —1.33 $8,520 $5,136 +66%  —17.6% 32.6

eg = firm electricity demand elasticity; OPF Ovst. = overstatement of cost increase by OPF vs. integrated
model; AOutput = change in Bus 1 firm output; DR = demand response (reduction in elastic load at Bus
1). Bold row is the central calibration.

The OPF overstatement is stable across this range (62% to 71%), reflecting the fact that the
source of the error is not the magnitude of the elasticity but the OPF’s assumption that demand
does not respond at all. Any nonzero elasticity produces the error; the magnitude varies modestly.
This robustness is notable because it means the OPF error is not sensitive to the parameter about
which there is the most uncertainty. The economic impact on Bus 1, by contrast, scales directly
with v: output falls by 2.9% at v = 0.05 and by 17.6% at v = 0.25. The welfare-relevant magnitudes
therefore depend on the electricity-output elasticity of substitution, an empirical object that the

Cobb-Douglas form does not permit to be calibrated freely.

Remark 8 (Limitations of the Cobb-Douglas elasticity). Cobb-Douglas imposes an electricity de-
mand elasticity of —1/(1 — ~y), ranging from —1.05 to —1.33 across our calibrations. Empirical
estimates of short-run industrial electricity demand elasticity are much lower: the meta-analysis
of |Labandeira et al.| (2017) reports a mean short-run price elasticity of —0.13 for electricity across
sectors, with long-run estimates around —0.37. The Cobb-Douglas form cannot match these esti-
mates for any value of v. A CES production function with elasticity of substitution p < 1 would
allow calibration to empirically realistic elasticities, reducing the demand response and narrowing
the OPF overstatement while preserving the qualitative error structure. This is the most important

extension for applied work.

8 Verification

A fixed-point iteration is only as credible as the equilibrium it claims to find. A failure of Walras’
law would signal an income leak. Dependence on the damping parameter or starting point would

suggest multiple equilibria or non-convergence. Sensitivity to the solver would undermine confi-
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dence in the dual variables. We run ten diagnostics, all of which pass. Full code and outputs are
available at the GitHub repository.

Accounting consistency. Walras’ law holds exactly: total value of output equals total factor
payments plus electricity payments at every node, with zero residual to machine precision. The
household budget identity (1 —)Y; also holds exactly. Firm FOCs (vY;/E; = \; and fY;/L; = w;)
are satisfied to machine precision, as expected from the closed-form economic solution. Power bal-
ance (Y. gi = >_d;) holds at both the aggregate and per-bus level. Doubling all generator costs
and the output price simultaneously produces exact doubling of nominal prices with zero change

in real quantities, confirming that the numeraire is correctly specified.

Robustness of the fixed point. We initialize the iteration from 20 random LMP vectors drawn
uniformly from [$20, $100]/MWh; all converge to the same equilibrium (maximum load deviation
0.04 MW, maximum LMP deviation $0.001/MWh). The fixed point does not depend on the damp-
ening parameter: 0 € {0.1,0.2,0.3,0.5,0.7} produce loads that differ by at most 0.006 MW, though
convergence speed varies from 67 iterations at § = 0.1 to 8 at § = 0.7. Tightening the convergence
criterion from ¢ = 0.1 MW to ¢ = 0.001 MW changes loads by at most 0.15 MW. The OPF pro-
duces identical LMPs (to four decimal places) under both SCS and CLARABEL solvers.

Comparative statics. Sweeping data center load from 0 to 400 MW, Bus 1 LMPs are mono-
tonically non-decreasing and firm output and wages are monotonically non-increasing. Congestion
onset occurs at approximately 125 MW, at which point the Bus 1 LMP jumps from $34 to $56
as line 0 — 1 binds. Above this threshold, LMPs increase smoothly. The numerically com-
puted firm electricity demand elasticity (via 1% LMP perturbation) matches the theoretical value
—1/(1 — ) = —1.087 to within 0.01.

9 Discussion and Extensions

The three-bus example is a proof of concept, and it does not intend to serve as an applied model.

Moving toward policy-relevant analysis requires several extensions.

The first is CES production. The modeling in Section [7] depends on the electricity-output elasticity
of substitution, and Cobb-Douglas fixes this at unity. With CES, the elasticity becomes a free
parameter that can be calibrated to microeconometric estimates of industrial electricity demand
response. The short-run estimates in the literature (Labandeira et al.| (2017) report a mean of
—0.13) are far below unity, which means a CES calibration would substantially reduce the demand
response, shrink the OPF overstatement, and change the economic impact numbers. The qualita-
tive structure (the decomposition, the interaction term, the fact that both standalone models get
something wrong) survives. But the magnitudes are an empirical question that only CES (or a

more flexible form) can answer.
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The second is integration with spatially flexible loads. This model treats the data center as a
black box drawing fixed power at one node. In reality, hyperscalers can shift workloads across sites
in response to electricity prices, exactly the behavior modeled by |Gu and Qinl (2025)). The natural
synthesis replaces our exogenous D; with their price-responsive FL mapping S(A), so the total
load at each node becomes d; = ®;(\;) + S;(X). The first term is the neoclassical economy from
this paper; the second is the FL system from theirs. The fixed-point structure is unchanged, but
the demand side now has two feedback channels: production substitution (our ®) and workload
relocation (their S). This would let you ask, for instance, whether a data center’s ability to shift

load across nodes amplifies or dampens the local economic impact at each site.

Beyond these two, there are natural extensions that we flag briefly. Labor mobility across nodes
would break the separability of ® and create richer spatial equilibrium interactions, with workers
leaving high-LMP nodes and all the agglomeration and congestion effects that entails. The current
model is the “clay” phase (capital and labor fixed at each node); adding a “putty” phase in which
capital can relocate would introduce path dependence, since early data center siting decisions shape
the economic geography that later entrants face. Endogenous siting itself could be modeled as a
Stackelberg game, with the data center choosing location and the market responding through the
OPF. And scaling to a real network (PJM’s roughly 20 load zones, or NYISO’s 11) is computation-
ally feasible since the framework only requires solving a QP at each iteration. At that scale, two
things change. First, the model would not require an exogenous shock to produce interesting re-
sults: real networks already have persistent congestion, so the PFGE baseline would exhibit spatial
variation in LMPs, wages, and output across zones even before any policy intervention. Second,
parameter heterogeneity across nodes becomes essential. A zone dominated by data centers and
manufacturing would have a high electricity share -; and respond sharply to LMP changes; a zone
dominated by services would have a low +; and be nearly unaffected. The production parameters
(as, Bi, i), household electricity share o;, labor endowments L;, and capital stocks K; would all be
calibrated from regional economic data: county-level GDP by sector, employment, and electricity
consumption by customer class. The uniform-parameter illustration in this paper isolates the role
of network congestion; a calibrated model would add the interaction between congestion and local

economic structure.

10 Conclusion

Congestion and economic activity are jointly determined, and modeling them separately introduces
systematic errors that run in opposite directions. This paper defined a power-flow general equilib-
rium that embeds a DC optimal power flow inside a general equilibrium model with production
and factor markets, proved existence via Brouwer’s theorem, and characterized what each stan-

dalone model misses through a decomposition indexed by the congestion-elasticity interaction term
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Z;. The three-bus illustration confirmed that both error channels — the CGE’s spatial averaging
error and the OPF’s demand rigidity error — are present in a computable setting. Whether they
are quantitatively large in PJM or NYISO is an empirical question whose answer requires CES

production functions, real network data, and careful calibration.
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